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Stuff from last time

• Quiz 3 due this Friday (3/11)!


• Start your dataset collection soon for HW1


• Project proposal feedback by end of the week



So far…

• We’ve seen perplexity as an automatic measure to 
evaluate language models


• However, perplexity alone is insufficient to tell us about 
how well a model is solving some downstream task (e.g., 
translation or summarization)


• Today: BLEU score for MT, ROUGE for summarization, 
BERT-based improvements, and human evaluation
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How Good is Machine Translation?
Chinese > English
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How Good is Machine Translation?
French > English
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What is MT good (enough) for?
• Assimilation: reader initiates translation, wants to know content

• User is tolerant of inferior quality
• Focus of majority of research

• Communication: participants in conǀersation don͛t speak same langƵage
• Users can ask questions when something is unclear
• Chat room translations, hand-held devices
• Often combined with speech recognition

• Dissemination: publisher wants to make content available in other 
languages

• High quality required
• Almost exclusively done by human translators
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How good is a translation?
Problem: no single right answer
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Evaluation
• How good is a given machine translation system?

• Many different translations acceptable

• Evaluation metrics
• Subjective judgments by human evaluators
• Automatic evaluation metrics
• Task-based evaluation
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Adequacy and Fluency
• Human judgment

• Given: machine translation output
• Given: input and/or reference translation
• Task: assess quality of MT output

• Metrics
• Adequacy: does the output convey the meaning of the input sentence? Is 

part of the message lost, added, or distorted?
• Fluency: is the output fluent? Involves both grammatical correctness and 

idiomatic word choices.
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Fluency and Adequacy: Scales
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Let·s try:
rate fluency & adequacy on 1-5 scale



what are some issues 
with human evaluation?
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Automatic Evaluation Metrics
• Goal: computer program that computes quality of translations

• Advantages: low cost, optimizable, consistent

• Basic strategy
• Given: MT output
• Given: human reference translation
• Task: compute similarity between them
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Precision and Recall of Words
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Precision and Recall of Words
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BLEU 
Bilingual Evaluation Understudy
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Multiple Reference Translations
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BLEU examples
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BLEU examples

why does BLEU 
not account for 

recall?



what are some drawbacks of BLEU?

• all words/n-grams treated as equally relevant 

• operates on local level 

• scores are meaningless (absolute value not 
informative) 

• human translators also score low on BLEU
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Yet automatic metrics such as BLEU 
correlate with human judgement



ROUGE - a recall-based 
counterpart to BLEU

• Idea: what % of the words or n-grams in the reference 
occur in the generated output?


• ROUGE and its variants are often used to evaluate text 
summarization systems



Can we include learned components 
in our evaluation metrics?
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BLEURT (BLEU + BERT)

• Take a pretrained BERT, and fine-tune it on a 
variety of synthetic tasks with perturbed data 

• Synthetic data involves a sentence z and 
“perturbed” version z’ 

• Objectives include many regression tasks (e.g., 
predict BLEU, ROUGE, backtranslation 
likelihood) 

• Then, fine-tune the resulting model on small 
supervised datasets of human quality 
judgments
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Higher correlation with 
human judgments than just 
BLEU, but has limitations…



COMET (now recommended 
for MT evaluation over BLEU)

Rei et al., EMNLP 2020



How do we evaluate 
open-ended text 

generation?
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